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ABSTRACT

We outline our approach to developing, a distributed
capability to achieve shared situation awareness of
mission status and trust relationships, anticipate and
diagnose cyber threats, and respond strategically and
tactically to those threats.

I. INTRODUCTION

A. Overview of STRATUS

STRATUS comprises a suite of technologies or-
ganized to function on and to leverage a distributed
platform. The goal is to use a modest additional amount
of computational resources to diagnose failures or pre-
dict, anticipate and respond to complex cyber attacks.
STRATUS responds to threats by switching rapidly to
use backup components and alternate communications
pathways when the evidence of attacks can be recog-
nized as part of a plan. In such cases it can predict
downstream events by attackers with enough robustness
to justify using spare resources to back up mission
critical functions, making them more resilient to those
attacks. It also uses spare resources to repair evidence of
existing damage to mission elements, and to ‘fishbowl’
or otherwise investigate attackers.

STRATUS is organized around the relationships be-
tween observations, the failures or attacks that may be
indicated by those observations, and the investigations
and responses such events may trigger. Immediate or
imminent failures must be dealt with in the moment,
using pre-arranged tactics. Possible future effects of
attacks that are identified early by considering how
observed anomalies may lead to serious consequences
later may require more deliberate reasoning both to
identify the most likely consquences and to plan re-
sponses where resources are repositioned to avoid the
most likely effects and additional sensors are deployed
to set traps that can make the attacker’s real intentions
clearer.

This paper focuses on the current design of the
trust management, diagnosis and adaptation modules
of STRATUS. The intent of STRATUS is to effect
both proactive and reactive responses to sensed cyber
intrusions that specifically target mission critical com-
ponents. STRATUS will provide mission resilience by
managed use of spare resources both to avoid attacks
and to increase the visibility into attacker actions by
use of fishbowls and context-specific sensors.
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Fig. 1: Responding to observations

Figure 1 gives a functional overview of STRATUS
and how it addresses the challenge of anticipating and
responding to distributed attacks that may take many
steps and are only partially observable. The lower half
of the figure shows the tactical detection and response
mechanisms that isolates untrustworthy resources and
switch computations away from contaminated com-
ponents. That is, observations in the form of sensor
reports are gathered, filtered and combined to produce
more reliable predictions of attack events and system
element behavior anomalies. When these anomalies can
be diagnosed as indicating component failures or com-
promise, STRATUS tries to use spare resources to repair
the existing damage to ensure mission viability. The
upper half of the figure shows the approach to strategic
responses, by first recognizing that the observed events
are consistent with a set of known possible attack plans
that can threaten some portion of the mission, and then,
using the probabilities that attacks may threaten com-
putations with some importance to the success of the
mission, planning responses that both preserve mission
integrity and also further investigate what the attacker(s)



are up to.
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Fig. 2: STRATUS information flow architecture

Figure 2 shows in more detail how this approach is
implemented in STRATUS’ modules and information
flow architecture. The upper half of the diagram (above
the red dotted line) shows the modules that participate in
the strategic threat prediction system, while the modules
below the line comprise the tactical response machinery.
The yellow oval at the bottom represents our mission
communications architecture, called CSE (Communica-
tions Security Enforcement), that provides the means
for mission systems to interoperate and is controlled by
STRATUS. All of these elements are described in detail
in succeeding sections.

STRATUS is also model-driven. That is, it uses an
ontology to characterize all of the hardware, software
and process concepts that it manipulates.

The lower half of the architecture (of Figure 2)
rests on the features provided by the Communications
Security Enforcement (CSE) infrastructure layer, an
object and model-based secure communications plat-
form. CSE can transparently reconnect communication
channels between properly functioning components and
components being replaced more trustworthy backup
copies on different host platforms. It can also redirect
communications of components deemed compromised
to isolate those components in ’fishbowls’ where all
of their communications can be monitored while si-
multaneously denying them access to the active system
elements.

CSE uses models of proper component communica-
tions to monitor those pathways for signs of corruption
or software failure. When it detects these signs, it sends
reports to STRATUS’ MIFD (Model-based Intrusion-
sensor Fusion and event Description) system, an in-
trusion detection system (IDS). MIFD is based on the
earlier Scyllarus [8] system. MIFD filters and fuses
sensor reports to develop hypotheses about intrusion
events that are relayed to the rest of STRATUS for
consideration.

Intrusion events considered sufficiently probably or
significant are reasoned about by both the tactical and

strategic parts of the system. STRATUS’ tactical re-
sponse is based on the need to diagnose and repair
current damage while taking into account the system’s
reduced trust in other nearby or similar systems. It’s
strategic response is to use this evidence predict possible
attack plans in progress, and respond proactively to
those that might most threaten the mission.

The first tactical step is diagnosing the significance
to mission components’ health of the intrusion reports
from MIFD. The diagnosis module (DAD- see Sec-
tion II-A) uses these reports to develop an overarching
view of system health, maintaining trust scores for each
software component that assess its likelihood of per-
forming properly in its various roles, in both the present
and near future. The components most likely to be
compromised are considered by MOTHER (Section III)
when deciding whether to shift to alternate configura-
tions of resources to support key mission functions.

The second use of identified intrusion events is in
the strategic plan recognition process implemented by
PAPR. If there is sufficient evidence of one or several
of the many possible attack plans that were anticipated
for the mission, PAPR relays those to MOTHER to for-
mulate a high-utility response. PAPR is a probabilistic
plan recognizer based on techniques developed by Drs.
Geib and Goldman [5]–[7].

II. SYNOPTIC DIAGNOSIS AND TACTICAL
RESPONSE

Synoptic diagnosis requires STRATUS to maintain
an estimate of the state of the mission plan, and infer
an uncertain level of trust in the capability of the
computational and communication resources needed to
execute the mission plan, so it can quickly switch to a
backup plan should that become necessary.
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Fig. 3: Interactions between DAD and MOTHER
to effect Tactical Response

As shown in Figure 3, MIFD processes and fuses
sensor reports to form event hypotheses - interpretations
of those reports in terms of the most likely possible
actions to have produced them. DAD diagnoses the set
of possible damaged components that could have been
implicated in those events, and revises its model of the
relative level of trust that STRATUS has in those and all



other host systems and mission components. It uses the
mission model to help find the faulty components that
were responsible for the set of observations. It updates
its synoptic trust model using the qualitative damage as-
sessments produced by DAD s diagnostic process. The
trust model considers all possible diagnoses rather than
choosing the most likely candidate, or simply assigning
blame to some number of components. This trust model
is used by MOTHER to compare a set of resource plan
alternatives (build using the spare resources) to find
the most reliable means of maintaining the mission.
MOTHER responds rapidly to an attack by choosing to
switch to use an alternative resource plan, which may
also establish ’hot backups’ to be used if threats become
more ominous.

A. DAD: Distributed Attack Diagnosis

1) Trust Management: In ranking the quality of a
mission’s computation resource plan it is important to
consider the trust level of the components from which
the plan is made. Components that have been success-
fully attacked may have infected other components that
they communicate with so those components should
be trusted less. Components that are similar to the
attacked component should be trusted less if the attack
may have reached them, while qualitatively different
components may be less susceptible. Our Distributed
Attack Diagnosis system (DAD) builds a consistent
trust model based on a combination of quantitative
(statistical) and qualitative trust measures (conditional
preference networks).

Available evidence of attacks and data on probability
of spread of infection are difficult to acquire, so we
make use of qualitative decision theory, which allows
us to specify only the relative likelihood of corruption
events, but do so in a way that gives us a way of
ranking the importance of repairing or replacing mission
components. The trust model represents a fusion of trust
evidence in a compact form that supports qualitative
trust comparisons between cloud resources at given
time periods. It takes into consideration the potential
contagion of distrust between resources linked by com-
munications or shared structure and considers the time
evolving mission and the time evolving attack plan. The
resulting fusion of trust evidence provides a summary
synopsis of trust that is also prognostic and thereby
supports receding horizon maximum utility algorithms.

2) General Design: The trust model is produced
using a model-based diagnosis technique. It must be
performed quickly in order to react in a timely manner
to an evolving threat to the ongoing mission. The
mission model outlining phases of activity, major tasks
and the software components required for those tasks
drives the diagnosis process.

Given a model of the executing mission plan along
with an unexpected observation (not predicted by the
model) it is possible to diagnose a set of possible

failures that could give rise to the observations [3].
We can also enumerate these faults in best first order.
The reasoning requires a precompiled implicant table
corresponding to the active plan which can be loaded
quickly to allow for fast diagnoses. This reasoning,
called model compilation, can be expensive, and in
general is NP-complete [1], so it is done offline in
STRATUS, because the model must be searched quickly
in order to find the faults that can lead to a set of
observations.

A variety of standard algorithms exist for comput-
ing the prime implicants [2], [4]. At runtime when
observations arrive, partial diagnosis sets can be looked
up by matching the observations against the implicants.
In this way a set of possible diagnoses can be found
quickly, and estimates of component trustworthiness can
be determined. DAD updates STRATUS’s trust models
for all components of the system at each cycle. The
results of diagnosis are used to update the synoptic trust
model, which differs from a standard diagnosis in that
it retains all possible diagnoses rather than choosing
the most likely candidate or assigning blame to some
number of components. STRATUS’s goal is to protect
the mission as best it can from all of the possible attacks
indicated by the partial evidence collected thus far.

The essence of self-adaptive systems is that there
are multiple ways of achieving a desired result and that
we can change between these approaches in response
to changes in the world. In the case of a networked
computation system, we make a choice between which
hosts to use, for example, to run part of the computation.
To support the needs of self-adaptation therefore, we
need to be able to compare how much we trust one com-
putational component (say a host) as opposed to another.
For a computation that draws upon several communicat-
ing networked hosts configured as a configuration we
need to be able to compare one configuration against
another candidate configuration in order to determine
which configuration is more trustworthy. These kinds of
relative qualitative trust comparison support our ability
to select a configuration that has higher trust in the face
of an ongoing cyber attack.

Since there are occasions where relative qualitative
trust alone is not sufficient and we need a measure of
absolute trust, we can also use an approach to derive a
quantitative trust estimate from this model. For example,
we need to be able to ask “When has our trust in a host,
a program, or a configuration dropped to a point where
immediate action is required? “

Our approach is model-based. That is, we assume
that we have explicit models of the computational assets
that we are reasoning over including models of actual
executing configurations and candidate alternative con-
figurations and further that we are able to use these mod-
els to help identify unexpected behavior and diagnose
which parts of the configuration may be responsible for
the unexpected behavior.



A more detailed discussion of the trust model may
be found in [13].

III. MOTHER: MISSION-ORIENTED THREAT
HYPOTHESIS EVALUATION AND RESPONSE

3) General Design: STRATUS monitors and rapidly
responds to threats to mission resources by using it’s
diagnosis of trust in resources to identify the highest
utility alternative among a set of precomputed alterna-
tive resource utilization contingencies, some of which
may use pre-positioned backup resources.

The critical decision which contingent plan to use
is done by MOTHER. MOTHER evaluates the current
and expected state of mission components, expressed
in terms of the trust model, and determines when it
is time to utilize these backup plans to maximize the
utility of the mission functions being performed. It
considers which of the available alternative resource
models would improve the performance of the currently
executing plan when some of the currently utilized
resources are threatened (Multiple Hypothesis Tracking)
[10], [12].

As shown in Figure 3, MOTHER consists of three
cooperating components: Its decision process continu-
ously determines the best configuration and placement
of mission software components on the available com-
putational resources by selecting among a set of con-
figurations that were designed by SQRL to effectively
carry out the mission given various cyber threats. The
primer manages the planning of additional configu-
ration changes (effectively CSE directives) aimed at
utilizing spare resources to start and position backup
components to reduce downtime when attacks occur. In
future, it will also plan for the use of fishbowls and
honeypots to learn more about attackers. The adapter
implements the configuration changes proposed by the
other two parts of MOTHER, issuing directions to the
CSE infrastructure, and monitoring of those directives.
MOTHER interacts with the trust models maintained by
DAD, and with the communications infrastructure CSE
to implement these adaptations. When configuration
changes are made, MOTHER updates DAD so that its
diagnostic system and trust manager are using the latest
information about communications patterns among the
running mission components managed by CSE.

MOTHER’s decision process rank orders the set
of alternative mission resource configurations based
their overall safety using the trust model and their
projected utility. At all times one of these plans will
be considered the best candidate for executing. All
hypotheses are continuously monitored, and adaptation
to the best hypothesis is implemented rapidly, when the
decision to switch is made. The best candidate changes
dynamically, such as when a cluster has been implicated
in an exfiltration attack, as in our scenario.

We aim to support 80% of mission performance with

a budget of no more than 150% of nominal resources.
The goal is that MOTHER will use part of the additional
50% to prime implementation alternatives with a goal
of achieving at least the required 80% level of service.

This utility computation is formulated to compare
the likelihood that the alternate plans will be selected.
The decision process maintains a ranking of those
resource configuration plans to determine when to make
an adaptation by switching to another plan. Alternatives
are ranked by coverage, trust, and diversity as an
estimate of the expected plan utility given a qualitative
trust model of the resources and their costs.

Thus far (end of phase one), MOTHER is ranking
alternate configurations using the trust model supported
by DAD, and selecting one that best ensures the mission
can continue under the current threat.

We have also begun to consider how information
provided by PAPR about future threats changes this
calculation. During year two, MOTHER will determine
which uses of spare resources best prepare STRATUS to
adapt to expected future attacker actions. This so-called
Preemptive Adaptation determines how to distribute
a fixed resource budget across alternate configuration
plans to maximize expected utility if plans need to be
switched under a particular threat profile. This decision
will result from an anytime Monte-Carlo receding hori-
zon expected utility optimization. Formally, the goal is
to protect a mission so as to provide at least a base
minimum level of quality of service (QOS) (nominally
80%) using no more than a fixed fraction (nominally
50%) above than the normal resources required given no
attacks. Attacks can be conducted in milliseconds, so the
speed of response is critical. This makes precomputing
viable options important, and it makes the ability to
quickly decide which option to use and execute it
rapidly equally important.

We are now (year two) extending MOTHER’s multi-
ple hypothesis tracking capability to assign a percentage
of the available cloud resources to priming alternate
backup resources so that the startup time cost is not
necessary when an attack is underway. Spare resources
may also be utilized to install probes that provide
earlier identification of an anticipated attack, and the
replication of key resources to protect against loss that
might result from an attack, such as the establishment
of duplicate data stores. We expect during year three to
address the addition of attack probes.

For both these activities, we will frame the problem
as allocating computational resources from the available
budget to maximize the resulting mission QOS, using a
receding horizon estimate that is based on the distribu-
tion of attack likelihood’s, trust models, and estimates
of prior probabilities. Priming requires an investment
of resources to prepare for an switch to a new mission
configuration using the newly primed backup servers.
For example, if data on host A would be required on



host B if B were to be switched to, the data can be
moved in advance so that when the switch is required,
host B is ready to go.

The decision process supports the priming of alter-
native resources by establishing a budget for the use of
spare resources by each alternate mission implementa-
tion (resource configuration) plan. Given n−1 alternate
configuration plans cp1,n−1 an allocation of resources
is computed r1,n−1 to maximize the utility of using the
spare resources to prime a set of possible next resource
configurations. The utility of priming configuration plan
a with resource allocation b is given by UP (cpa, rb).

arg max
r1,n−1

n−1∑
i=1

UP (cpi, ri) (1)

We have been working with a number of different
techniques for qualitative decision-theoretic reasoning.
In general, these techniques fall into one of two cat-
egories. The first are techniques that reason directly
using the qualitative calculi. System-Z+, as used in
Scyllarus [8], is one such scheme. Challenges here
arise when the qualitative semantics of the preferences
and the uncertainties are not measured in the same
way, since the correct functioning of Bayesian decision
theory relies on this. Alternatively, there are schemes,
such as Maximum Entropy (for probability) [9] and
McGeachie and Doyle’s LOPAT (for utilities) [11], that
appeal to some mathematical procedure to “fill out” a
set of qualitative constraints to a single, fully specified
set of parameters. We will investigate both techniques
where appropriate in STRATUS: each has its strengths
and weaknesses.

4) Adaptation and Resiliency Metrics: MOTHER
reasons over configurations, trust, budget, and utilities
in order to maintain a configuration that is judged to
provide the best use of the available resources and
maintain the highest likelihood of mission success.

The budget for extra resources is envisioned to be
a percentage of nominal resources. One interpretation
of nominal resources is that it is the cost of the least
expensive base configuration generated from a mission
description in a total trust environment. This is typically
the cost to stand up all mission critical components
during that phase of a mission. Any additional resources
used for reconfiguration, cold backups, fishbowls, and
other defenses would be considered as above the nom-
inal cost.

While arbitrarily complex and even adaptive mea-
sures of utility and cost are possible and perhaps desir-
able, we presently use a simple model of cost and utility
that enables us to reason effectively. Cost is measured
in computation dollars. A dollar cost is assigned for the
use of computational resources, hosts, ram, disk-storage,
communication channels etc.

Before an attack has been identified there is the
opportunity to prepare for possible attacks by preposi-
tioning those resources that offer the greatest expected

utility. The prototypicical prepositioning approach is to
stand up a cold backup. There is a cost involved because
for a period of time the cold backup and the nominal
host run in parallel duplicating effort until the cold
backup is turned hot (made live).

We measure utility in terms of delay avoidance –
Time is the utility gained by prepositioning and the
cost is the additional resources held during the prepo-
sitioning period. After an attack has occurred, there
are several ways to to delay the attacker and thereby
gain time. One is to move computations so that they
are not reachable where expected. Another is to isolate
the attacker without its knowledge. This delay tactic
is based on standing up a so-called fish bowl. Here
the attacker is lead to believe that all is well. The fish
bowl gives the appearance of normal operation while the
real computation is moved elsewhere. Like with the hot
backup, the cost is in duplicate the computation for the
duration of the fishbowl. Also, as with the hot backup
the gain is in time. In this case the estimated time gained
by confusing the attacker.

When a transition occurs between one configuration
and another there is a utility loss resulting from the time
taken to perform the the reconfiguration. This time may
be a minimal cost since CSE rewiring occurs almost
instantaneously. However, the the time taken to perform
complex transitions – like duplicating a computation
such as with a cold backup, we do try to capture.

A. Configuration selection and MOTHER micro plans

Given a resource budget that is partially consumed
by a base configuration, MOTHER attempts to use as
much of the remaining budget as possible to provide the
maximum expected utility. Some budget is preserved for
priming in order to allow more expensive configurations
to be switched to. The remaining resources can be used
to gain utility in the mission by implementing adaptation
microplans which augment the best pre-planned config-
urations to address issues observed in the current threat
context. A Microplan is a set of steps that can be applied
to a configuration model with some implementation
cost but result in an estimated additional utility. The
cost is the cost of the micro plan when implemented,
the expected utility is the estimated additional utility
(measured in time) times the probability that it will be
used. The utility of a prepositioning micro-plan is the
time saved in a transition to a new configuration times
the probability that that configuration will be taken.

Microplans can be abandoned with a resulting loss
of expected utility and a recovery of some budget. So for
example, if considering a transition to a configuration
in which a mission component is moved from host-A
to host-B, it can be augmented by a cold backup micro-
plan pre-positions that component on host-B if the
likelihood of the transition seems to make the expected
utility worthwhile. If the threat situation changes, the
cold backup may be stood-down when the expected



utility drops. This allows for the resources to be used
instead to stand up another (presumably more likely)
alternatives.

B. Micro Plans

Microplans are sequences of actions to be taken (by
CSE) to adapt a proposed resource configuration. For
prepositioning there are two steps from MOTHER’s
perspective. First, the new base configuration is es-
tablished. Second, the abandonment of prepositioning
for the prior configuration (if unused). This can occur
for two separate reasones: (a) the prepositioning is
ended because another configuration is selected, or (b)
Mother decides that there is greater utility to a different
prepositioning option than the one currently invested in.
This can occur because the prepositioning host has been
compromised (for example).

A microplan, therefore, consists of three parts:
standup, select, and standdown. Each part can (1) add
new objects into the configuration (for example the host
to be used as the cold-backup, and (2) change the state
of an object (new or otherwise) such as to signal to
CSE that the object is being used as a cold-backup or
as a fish-bowl (or any other such attributes that may be
invented in the future.

C. Cost Model

In order to reason over budgets MOTHER maintains
a representation of cost. The notion is that everything
has a cost in two parts, the standup cost and the per
unit time cost. Either part can be zero, so there can be
a cost simply based on cost of the resource per hour,
or a one time usage cost, or a mixture of both. The
standup cost provides a way of costing the time that it
takes to configure and startup the new configuration. It
also provides a useful hysteresis that discourages rapid
fluctuations between similar configurations. There is not
a separate standdown cost. The standup cost is actually
the sum of the standup and teardown costs.

The cost of a configuration is the sum of the costs
of all of the resources used by that configuration. These
costs are computed separately for the standup and the
running costs, hence:

In the foregoing, C represents a configuration, R
represents a resource used by a configuration.

costrunning(C) =
∑
R∈C

costrunning(R) (2)

similarly,

coststandup(C) =
∑
R∈C

coststandup(R) (3)

For the time being, we have no builtin notion of
mission time hence, we consider all action times as
being 1 time unit. Similarly one would expect there
to be a representation for current time and the budget
already expended. Until we have a notion of mission
time in the system these remain absent and instead we
consider the cost of a configuration the cost of holding
the resources of the configuration for one time unit. The
cost of changing configuration therefore is the cost of
the new configuration - cost of the old configuration +
the startup cost of the new configuration.

adaptation cost(Cold, Cnew) =

costrunning(Cnew, 1) + coststandup(Cnew)

− costrunning(Cold, 1) (4)

D. Computations performed by Mother

Mother subscribes to trust changes that are published
by DAD in response to evidence received by DAD
that indicate the current threats and predicted ones. The
trust changes causes MOTHER to evaluate whether it
can improve mission success likelihood by performing
one or more of its available reconfiguration actions.
These actions described above are summarized here for
convenience:

• Switch to a new configuration.

• Standup a micro-plan.

• Standdown a micro-plan.

• Select a micro-plan (associated with a new
configuration).

For all configurations under consideration MOTHER
considers the likelihood of switching to an alternate
configuration based on the trust state. For each con-
figuration, the cost of switching to that configuration
adaptationcost(Ccurrent, Cnew) is computed. If there
is a configuration that has a positive expected utility
mother performs the following steps:

1) Any extant micro-plans that are not used by the
selected plan are reevaluated.

2) If they provide utility to the new configuration
for a potential subsequent adaptation they are left
in place. MOTHER stands down any others that
remain.

3) For the micro-plans are to be used in the new
configuration, CSE is directed to implement them.
The new configuration with its microplans is the
one that offers the highest utility.

MOTHER aims to use as much of the available
budget as possible at all times in order to provide
the maximum protection. Even if there are no known
threats (no attacks have been observed and hence no
plans underway) MOTHER will attempt to utilize the



available funds in order to maximize the expected utility.
The cost function is used compute what is possible
within the budget. The choice of what to spend on is
driven by the utility function. If none of the alternate
configurations offers a greater utility than the currently
executing configuration, MOTHER may still adjust how
it uses budget on micro-plans.

The expected utility of a micro-plan (µ) applied to
a compatible resource R is the utility of the microplan
times the probability of its selection. A micro-plan may
be useful for more than one candidate configuration and
the utility and probability may be different for each case,
thus tiven a portfolio P of configurations:

expected utility(µ) =∑
C∈P

∑
R∈C

utility(µ)P (selection(C)) (5)

MOTHER computes for every resource in every con-
figuration the tuple cost * expectedutility. The available
budget Bavailable is the cost of the current configuration
costrunning(Ccurrent) minus the budget B. Using this
information MOTHER computes the selection of a set
of micro-plans (ψ) that maximize:

argmaxψ
∑
µ∈ψ

expected utility(µ) :
∑
µ∈ψ

cost(µ)

<= Bavailable (6)

MOTHER then stands down any extant micro-plans
not in ψ and stands up any micro-plans in ψ that are
not already in effect.

With each change in trust, therefore, it is possible
that MOTHER will adjust its commitment to preposi-
tioning microplans even if the change in trust doesn’t yet
demand a change in configuration. As trust changes tend
towards the selection of a new configuration, MOTHER
will preposition the new resources demanded by the
most likely new configuration.

IV. MOTHER METRICS

STRATUS as a whole is focused on performance
measured by the ability to protect, further and enhance
the military an enterprise mission. So measures such as
ability to detect, survive or deflect attacks or accidents
is actually secondary to our goals. Such metrics are
however, still useful in arriving at a scientific under-
standing of what system and algorithmic properties
best contribute to the overall measurement of ability to
protect the mission.

In the following, we describe our approach to de-
veloping metrics first for individual components, and
then for the STRATUS system as a whole. Here we

discuss an idealized metric for attack robustness, given
MOTHER’s ability to reconfigure in the face of attack.
It is idealized in the sense that we assume perfect
information from sensors, and in that we have a simpli-
fied notion of attack and defense. Even such idealized
mterics provide useful information, however.

Given the ability to protect a host by providing a
backup that can be switched to instantaneously and the
ability to fishbowl a host to deceive an attacker, and
thereby slow down an attack, how many extra resources
do we need if we want to protect the network fully or
if we wish to bound the downtime due to successful
attack.

In our simulation, we assume that a host once
successfully attacked takes one time unit to recover.
We additionally assume that a fishbowl provides one
time unit of protection from attack. Finally we assume a
mission that has 10 steps each taking one time unit. The
simulation mounts a random attack during each time
unit. A successful attack on each time unit will therefore
have a worst case impact of doubling the mission time
because a one time unit recovery is necessary during
each time unit. A fully protected system will finish in
10 time units because all attacks could be dodged.

Fig. 4: Robustness Against Attack

Figure 4 shows the results of a Monte-Carlo sim-
ulation of the 10 step plan using randomly generated
network configurations of 30 nodes with an average
connectivity branching factor of 4. The results show that



for a resource budget of arount 126% of the minimum
resources, when provided with accuract sensor data, the
system can be protected from most attacks.

The actual level of redundancy can be estimated
for a given configuration. What is important here is to
observe that a system can be protected from attack, if
intelligent sensors provide good evidence, with a modest
investment in additional resources.

Conceptually a system that has exactly the minimum
resources required to get the job done it is very brittle to
any failure be it a natural failure or an deliberate attack.
A modest overprovisioning of resources in a system that
has dynamic reconfiguration and health sensors for the
components can survive in the face of deliberate and
sustained attacks.

V. CONCLUSION

Many people believe that cloud infrastructure will it-
self solve the problem of the vulnerability of distributed
systems. Instead, additional technology is needed to
convert the cloud’s potential to be a vulnerability ampli-
fier into both a vulnerability damper, and mission suc-
cess amplifier. This is a substantial challenge, given the
current state of cyber vulnerability and defensive capa-
bility. Today, tactical distributed systems are configured
by hand, monitored and reconfigured also by hand, and
planned using primitive tools. Defensive measures today
are largely fixed parts of the infrastructure, and focus on
a binary assessment of the status of the computational
resources, rather than on achieving mission success.
STRATUS will provide a fully automated and layered
approach that combines reactive speed with agility de-
rived from the dynamic anticipation of complex attacks
and their impacts on the particular missions in progress.

STRATUS is being designed to address the prob-
lem of recognizing and responding to more sophis-
ticated distributed attacks. This requires an approach
to managing the tradeoffs between utilization of re-
sources needed for mission success and those needed
for mission resiliency. This preemptive risk management
for “public health at network speeds” comes from a
distributed awareness of threats to a mission before they
become problems. STRATUS’ self-adaptive and layered
approach, simultaneously and continuously attacks these
issues on several fronts.

MOTHER’s ability to reason about the relationship
between resource allocation and mission success is a
key aspect of the STRATUS system. While we currently
have some results about MOTHER’s contribution to
STRATUS’ robustness under attack, we look forward to
further experiments designed to more directly measure
how STRATUS and MOTHER can contribute to and
enhance mission success.

ACKNOWLEDGMENT

This work was supported by Contract FA8650-
11-C-7191 with the US Defense Advanced Research
Projects Agency (DARPA) and the Air Force Research
Laboratory. The views expressed are those of the author
and do not reflect the official policy or position of the
Department of Defense or the U.S. Government.

VI. REFERENCES

[1] S. Chung, J. Van Eepoel, and B. C. Williams. An effi-
cient projected minimal conflict generator for projected
prime implicate and implicant generation. In Masters
thesis, Massachusetts Institute of Technology, Depart-
ment of Aeronautics and Astronautics, Cambridge, MA,
2004.

[2] J. de Kleer and R. Reiter. An improved incremental
algorithm for generating prime implicates. PhD thesis,
Xerox Palo Alto Research Center, 1999.

[3] J. de Kleer and B. C. Williams. Diagnosing multiple
faults. Artificial Intelligence, 32(1):97–130, 1987.

[4] P. Elliott. An efficient projected minimal conflict genera-
tor for projected prime implicate and implicant genera-
tion. PhD thesis, Massachusetts Institute of Technology,
Department of Aeronautics and Astronautics, 2004.

[5] Christopher W. Geib. Delaying commitment in plan
recognition using combinatory categorial grammars. In
Craig Boutilier, editor, IJCAI, pages 1702–1707, 2009.

[6] Christopher W. Geib and Robert P. Goldman. Rec-
ognizing plans with loops represented in a lexicalized
grammar. In Proceedings AAAI, 2011. to appear.

[7] Christopher W. Geib, John Maraist, and Robert P. Gold-
man. A new probabilistic plan recognition algorithm
based on string rewriting. In Jussi Rintanen, Bern-
hard Nebel, Chris Beck, and Eric Hans en, editors,
Proceedings of the Eighteenth International Conference
on Automated Planning and Scheduling (ICAPS-2008),
pages 91–98, Sydney, September 2008.

[8] Robert P. Goldman and Steven A. Harp. Model-based
intrusion assessment in common lisp. In Proc. Int’l Lisp
Conference, March 2009.

[9] E. T. Jaynes. Where do we stand on maximum en-
tropy? In R. D. Levine and M. Tribus, editors, The
Maximum Entropy Formalism, pages 15–118. MIT Press,
Cambridge, MA, 1978.

[10] P. Laddaga and P. Robertson. Multi-hypothesis self
adaptive network metric tracking. Technical Report
Technical Report doll-tr-2001-001, DOLL Inc., 2011.

[11] Michael McGeachie and Jon Doyle. The local geometry
of multiattribute tradeoff preferences. Artificial Intelli-
gence, 175(7-8):1122–1152, 2011.

[12] P. Robertson and R. Laddaga. Metareasoning based self
adaptive tracking. In Metareasoning workshop, SASO
2009, San Francisco, 2009.

[13] P. Robertson and R. Laddaga. Adaptive security and
trust. In Adaptive Host and Network Security Workshop,
SASO 2012, Lyon, 2012.


