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Abstract 

This chapter presents a model of learning by analogical reasoning. The model 
is based on two main ideas, namely, ( 1 )  that the analogies used in learning about an 
unfamiliar domain depend heavily on the use of previously formed causal abstrac- 
tions in a familiar or base domain; (2) that these analogies are extended incremenrally 
to handle related situations. CARL is a computer program that learns about the 
semantics of assignment statements for the BASIC programming language. It is 
described as an illustration of causally driven analogical reasoning and learning. The 
model maps and debugs inferences drawn from several commonly used analogies to 
assignment in response to presented examples. 

6 

13.1 INTRODUCTION 

It has often been said among A1 researchers that learning something new 
requires knowing a lot about it already. This is certainly true for learning by analogy. 
This chapter shows how prior knowledge can be applied in one specific kind of 
learning by analogy, namely, the formation of new concepts in an unfamiliar domain 
from analogies presented in a text or by a teacher. A computer program, CARL, will 
be described to illustrate this kind of learning. CARL learns about the semantics of 

,assignment statements for the BASIC programming language when given analogies 
I like those found in introductory computer programming textbooks. The model was 
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352 CHAPTER 13: INCREMENTAL ANALOGICAL REASONING 

motivated in part by observations of how students behaved when they were first i n t p  
duced to BASIC using these analogies. In fact, it was often the errors made by these 
students that provided the most useful insights into analogical reasoning processes. 

Some unresolved problems with earlier models of analogical reasoning are 
addressed here. Because of the close relationship between everyday notions of 
analogy and similarity, several models of analogical reasoning in A1 have been devel- 
oped around forms of partial pattern matching. Algorithms like those developed by 
Evans (1968) and Winston (1980) were based on the assumption that a best partial 
match could be found by accumulating evidence for each of a number of possible 
object-to-object mappings between representations of two situations and then 
choosing the one that scored highest. In these systems, evidence for a match consisted 
essentially of the number of relational connections preserved between corresponding 
objects for a given alignment of objects. The object alignment that placed the largest 
number of relations and attributes in correspondence was considered the best match 
and thus the "correct" analogical interpretation. 

This approach has several major drawbacks as a model for analogical learning. 
First, it presupposes that well-defined, bounded representational models ofthe situa- 
tions in both the base (i.e., familiar) domain and the target domain are available as 
inputs. In a learning situation, however, the required prior representations of objects 
and relations in the target domain may be wrong or inconsistent with the analogy. If 
the domain is totally unfamiliar, there may not even be any fragments of a useful rep- 
resentation available. The point of presenting an analogy to students is to aid them in 
the construction of a representation of a target situation or to correct problems in a 
prior representation. Since matching cannot be used to construct such a representa: 
tion where there was none before, it cannot be the basis of a general theory of learning 
by analogy. 

Another problem with theories based principally on the matching of descrip- 
tions, particularly as the complexity of these descriptions increases, is that concep 
tual representations for real situations may contain many objects that don't take part 
in a specified analogy. Winston has suggested that attention to important relations, 
such as those involving causal links. can reduce the number of links and thus the com- 
putational complexity of the matching process to some degree (Winston, 1980, 
1982). Yet even in strictly causal models, subsystems can quite often be usefully 
expanded to greater and greater levels of detail (de Kleer and Brown, 1981 ; Collins 
and Gentner, 1982); new objects and relationships that may or may not play roles in 
the analogy are thus introduced. A system that takes as input incomplete descriptions 
of analogical situations, such as those presented in texts, but that has a large body of 
background causal knowledge and other knowledge for "filling out" such descrip 
tions, would still need methods for narrowing the focus of the comparison. In partic- 
ular, it must be possible to find analogical relationships between situations without 
pairing detailed specifications of all of the objects potentially present in representa- 
tions of each situation. 
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To address these objections, we have replaced bottom-up matching with an 
approach based on analogical mapping. Such an approach uses a set of heuristics to 
delimit what is to be "imported" from a base to a target domain at a given time. One 
such heuristic involves mapping previously formed abstractions, such as those 
embodying causal and planning rules. It has been argued independently that such 
structures are necessary when one is interpreting, planning, and reasoning about situ- 
ations in familiar domains (Wilensky, 1983; Sacerdoti, 1975). Focusing on such 
structures and their associated special cases and known problems allows for a much 
more top-down form of analogical reasoning. This is exactly what is required when 
prior knowledge of the target domain is severely impoverished. 

13.2 Student Protocols Used as Guidelines 

Analogies found in typical introductory texts generally include statements sug- 
gesting correspondences between classes of objects in the domains to be related. To 
beuseful, these stated correspondences must be presented along with a target domain 
situation described in terms of a plausible situation in the familiar domain. This is 
illustrated in figure 13-1, which depicts the method used by one author to introduce 
the notion of a computer variable. 

The analogy shown in figure 13-1 can be paraphrased as follows: "A variable is 
like a box in that numbers can be inside variables similar to the way objects can be 
inside boxes." If this analogy is to be applied effectively by a student learning about 
assignment, it will be helpful if some valid actions involving variables in this rela- 
tionship are explicitly introduced, as by the statement "To put the number 5 in the 
variable X, type 'X = 5':' Regardless of how it is presented, however, this kind of 
given information must be combined with a student's ability to access knowledge of 
the "box" domain, including many specific concepts and inferences developed from 

E 

To illustrate the concept of ~ a r i a b l e ,  imagine that there are 26 little boxes inside the computer. 
Each box can conrnin one number at any one time (Albrecht. Finkel. and Brown. 1978). 

N r e  13-1: A textbook introduction to variables. 
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experience in that domain. In this simple case, a student must at least be (2) computers use variables to remember things they are told, and (3) assign- 
pret statements aboutputting objects in boxes and to predict the effects of such tements are like algebraic equalities. At first glance, this might seem to be 
under varying conditions. gy can be shown to play a useful, often 

This author found that students learning introductory BASIC gener understanding of the idea of assign- 
number ofplausible, though incorrect, explanations when asked to predict the o of these analogies. If they are not pre- 
of presented examples or to solve simple problems using what they had been d explicitly as analogies, their presence is suggested by the normal language of 
about the "programming" domain. Their answers were plausible in the sense omputer science domain. Computer memory is often referred to, and the equal 
they were based on valid or plausible scenarios for events in one of the an is used in a number of languages to denote assignment. 
base domains that they knew. The errors occurred even when they were analyz The real test of a tutorial analogy is how it affects one's understanding of new 
extremely simple assignment statements. For example, statements like "X = ations. The following example shows one way in which having several analogies 
were misinterpreted as indicating that the variable Y was to be "placed inside be more helpful than having just one. As the dialogue above continued, a point 
variable X. This can be seen as a mapping of the plausible scenario that a box c to another was illustrated. The teacher 
placed inside another, larger box. "P = 10" and then "Q = P." Figure 13-3 shows what happened. Perry 

Errors of this type are almost inevitable when one is extrapolating fro seems to have made the inference that if "Q = P" was analogous to moving 
logical base domain, since analogies are, almost by definition, useful b from one box to another, then the number that had been in P must now be in 
correspondences between situations. Although these errors were not the objects, when moved, are no longer at their original location, P must now be 
effects of the teacher who presented the analogy, they may nevertheless b 
examples of analogical reasoning in humans with'limited knowledg t this conclusion and came up with an 
domain. They were therefore included in the data treated by the process ifferent line of reasoning, using a dif- 
sented here. nt analogy. If typing "Q = P" is treated as a statement to the computer that the 

Such examples make it clear that an important part of the process of develop variables have equal values, then, according to the normal algebraic interpreta- 
new concepts by analogy must be the incremental debugging of the , one can conclude from the fact that P was originally 10 that Q is also 10, while 
derived from the analogy. Sources of alternate hypotheses, including addi value stays the same. 
analogies, can also be quite useful in this debugging process. The following Applying his knowledge of algebra in this explanation did not stop Perry from 
cols with one subject (Perry, age ten) illustrate this quite clearly. After Perry her use of the box analogy. He continued to use both models in analyzing new sit- 
paragraph containing the box analogy, taken from a textbook, the dialog d like a more satisfactory answer to this 
figure 13-2 occurred. 

Here, three common analogies to variables and assignment are mention 
(shown in italics in the figure): (1)putting numbers in variables is like putting obj 

Teacher: Suppose there's a box called X and we're going to store the number 5 in there. How would 
you do that? 

Pupil: The variables . . . uh X . . . X . . . no . . . 
Teacher: You have to tell it . . . 

Pupil: Put the number 5 in the variable X. 
Teacher: You have to give it a command that will make it do that. Now, here we have an example.. . er: Well, what do you think it is? 

suppose I type "B= 10." pil: If you have two boxes, and you moved . . . 
Pupil: Oh, and if you want to store this 10 you write . . . You moved or it equals to? You moved what's in P to Q so there's nothing in it, or did you 

Teacher: Now 1 typed that in, so now it's going to remember that, ok? only put the same number in Q that's in P? 1 think it's 10. 
Pupil: That B equals 10. r: You think it's lo? 

Teacher: It's got a box called B, and inside it is 10. I: Because you don't say that, uh, move P at all . . . take P out. You only said that Q equals the 
Pupil: So you write the box and then the number that you want to store it in? same as F! So if it equals, it has to be 10, because if there's no 10 in it. Q wouldn't be equal to 

Teacher: Yes. and you put in an equal sign to tell it to do that. 

Figure W-2: An informal introduction of several related analogies. gure W-3: Two analogies involving conflicting predictions. 



Such errors and their explanations played an important role in the developmcnr 
of the process model implemented in CARL. Because these incorrect hypotheses 
were arrived at by extending existing analogies to cover plausible, related base- 
domain situations, they were assumed to have been produced by the same analogical 
reasoning process that produced correct answers in other cases. Thus the analogical 
reasoning model described below was developed in an attempt to account for these 
errors as well as for correct analogical inferences. 

13.3 A PROGRAM THAT LEARNS ABOUT ASSIGNMENT 

Many aspects of the overall learning model are illustrated in the behavior of the 
computer program CARL, which learns about different kinds of assignment state- 
ments by building and combining inferences drawn from several different analogies. 
Figure 13-4 is the equivalent in  English of one portion of a dialogue with CARL 
(actual inputs are in an extended version of Conceptual Dependency; see Schank and 
Abelson, 1977). 

With the aid of a tutor CARL develops semantic representations for most 
common types of assignment statements. It forms rules concurrently about how to 
parse them, how to infer the logical results of their execution, and how to generate 
them as components of simple plans. In the process, it makes a number of the same 
mistakes made by people learning the same material. (See Burstein, 1981, for other 
examples.) 

Teacher: 
Teacher: 
Teacher: 
Teacher: 

CARL: 
Teacher: 
Teacher: 

CARL: 
Teacher: 

CARL: 
Teacher: 
Teacher: 

CARL: 
Teacher: 

CARL: 
Teacher: 

CARL: 
Teacher: 

CARL: 
Teacher: 

CARL: 

The computer remembers a number by putting it in a variable. 
A variable is like a box. 
To put the number 5 in the variable named X. type "X=5." 
How do you get the computer to remember the number 9? 
Type "X=9." 
Suppose I then type "X=6." 
Now what's in the variable X ?  
6 is in X and 9 is in X. 
No. the 6 replaces the 9 in X. 
OK. 
Suppose I type "Y=5." and then " X =  Y" 
Now what's in the variable X ?  
Yis in X .  
No. i t  means put the number in Y into X. 
OK. 
Now what's in the variable Y? 
Nothing. 
Guess again. 
5 is in Y (by analogy to equality). 
Correct. 
OK. 

Figure 13-4: A dialogue with CARL. 

13.4 AN INITIAL STRUCTUHE MAPPING THEORY 

The analogical reasoning process used in CARL was strongly influenced by 
1 some psychological studies of analogical learning. Gentner has outlined a cognitive 
' model of learning from scientific or "explanatory" analogies involving some of the 
problems mentioned here, though not others (Gentner, 1982; Gentner and Gentner, 
1982; see also chap. 12 of this volume). The analogies considered by Gentner 
included such statements as: 

The hydrogen atom is like the solar system. 
Electricity flows through a wire like water through a pipe. 

The model Gentner proposed for learning from such analogies, unlike those 
. based principally on pattern matching, did not require a full description of the target 
' domain beforehand. In her model, relations, or predicates connecting several objects 

or concepts, are mapped identically from one domain to the other under a prespeci- 
fied object-object correspondence. After identical first-order relations have been 
mapped to relate corresponding objects in a target situation, second-order predicates, 
such as causal links between relations, are also mapped. 

Although this model does suggest a way to map new structures into an unfa- 
miliar domain, it does not give a good account of how corresponding objects are first 
identified, nor does it constrain which relations are mapped. It also does not allow for 
mappings between nonidentical relations, which is often necessary. 

The need to constrain the set of relations mapped by an analogy can be seen by 
examining Gentner's representation of a mental model for the solar system and the 
mapping her system predicts to an analogous model for the atom (fig. 13-5). In the 
diagram, the sun is related to each planet by the predicate HOTTER-THAN, as well 

YELLOW, HOT, MASSIVE - (doesn't map) 1 s J p p r t i e s )  - NUCLEUS 

ATTRACTS REVOLVES-AROUND ATTRACTS REVOLVES-AROUND 
\ MORE-MASSIVE-/ HOTTER-THAN* \ MORE-MASSIVE- / 1 \ THAN / / \ THAN 

PLANET - ELECTRON 
Base Domain Target Domain 

ngure W-5: Gentner's representation of Rutherford's atomic model. 
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358 CHAPTER 13: INCREMENTAL ANALOGICAL REASONING & 
as by ATTRACTS and REVOLVES-AROUND, two predicates that are themselves 
causally related (not shown). The problem Gentner noticed was that the HOTTER- 
THAN relation does not seem to be mapped to the atomic model; that is, people don't 
generally believe that the analogy implies that the nucleus of an atom must be hotter 
than its surrounding electrons. Gentner's formal specification of the mapping pro- 
cess could not predict this failure to map certain relations. This is a potentially large 
problem, since many other attribute comparisons, such as BRIGHTER-THAN, 
YELLOWER-THAN, and so on, could also be part of a description of the solar 
system. Presumably, those relations are not being mapped either. 

The explanation provided by Gentner for this phenomenon was in terms of a 
general condition on the mapping process, which she called the systemaricity condi- 
tion. This condition is essentially that "predicates are more likely to be imported into 
the target if they belong to a system of coherent, mutually constraining relationships, 
the others of which are mapped" (Gentner and Gentner, 1982). In this case, the con- 
straint system is the causal relationship connecting the relations ATTRACTS and 
MORE-MASSIVE-THAN to the motion REVOLVES-AROUND. Since these predi- 
cates are related together, the systematicity condition predicts that they are more 
likely to be mapped. Although this example clearly shows the need to constrain the 
mapping to a subset of all the possible relations between a given set of objects, 
Gentner's systematicity condition is not easily integrated into her proposed process 
model, as stated. 

In CARL, this general condition is reformulated as part of a set of top-down 
constraints on the relations considered for mapping. When a causally connected 
structure can be found in memory to support a described base-domain situation, only 
relations taking part in that structure are considered for mapping. By this rule, the 
only relations considered for mapping in an analysis of the solar system analogy are 
those contributing to the learner's prior causal model of the relative movement ofthe 
planetary bodies. The rule is not simply a restatement of Gentner's condition, since 
the discourse context and the active goals of the learner may influence the type of 
causal explanation retrieved for a given situation and hence the effect of the rule. For 
example, this model suggests that there will be times when a description of an 
analogy is underspecified (no causal structure found) or ambiguous (several causal 
structures found). ' 

A second mapping constraint used in CARL operates on the structured setsof 
relations retrieved from memory. This constraint states that simple attribute compar- 

'Interpreting the solar system analogy when given the statement "Each atom is like a solar system" ispre- 
sumably made easier if one is also given some statement like "Electrons ~novv ohour the nucleus the WY 

planets move about the sun:' or if an accompanying diagram is provided that focuses one's attention 
directly on the similar morio~~s ofthe two systems. 

isons (like HOTTER-THAN, LARGER-THAN. and so on) are not mapped if the 
objects in the target domain cannot be compared on the same relational scale and no 
corresponding attributes have been suggested by the teacher. For example, in 
applying the analogy between boxes and variables, CARL decides that the precondi- 
tion that numbers must "fit" inside variables should be dropped from the causal 
structure for assignment because there is no common size scale for numbers and 
variables. 

Of course, limiting the set of relations considered for mapping in this way 
requires that the causal structures governing base-domain situations are made avail- 
able to the analogical reasoning system at the appropriate time. All of this is made 
easier in the context of a language-understanding system that activates such memory 
structures as a normal part of its language interpretation process. When CARL is pre- 
sented with a statement of a novel analogy, it uses the object and predicate assump- 
tions given in the analogy statement to turn an analogical description of a target- 
domain event into a description of a base-domain situation that it can support as 
plausible with causal and goalJplan structures retrieved from memory in that 
domain. It then maps the retrieved causal structure to the target domain. 

The result of mapping a causally connected structure found under these condi- 
tions is the formation of a new, parallel, causal structure characterizing the target 
example. Objects in the target example are made to fill roles in the newly formed 
structure; known object correspondences between the domains are used when avail- 
able. When known correspondences are not available, object correspondences 
between the domains are only formed by virtue of role correspondences between the 
mapped structures. So, for example, from a causal structure indicating that the result 
of putting a physical object in a container is the state "the object is INSIDE the con- 
tainer,'' CARL concludes that one result of an assignment is a parallel relationship 
between variable and numbers. On the basis of corresponding roles in these relations, 
an indirect correspondence is formed between physical objects (that go into boxes) 
and numbers. This causally directed mapping process forms new target-domain 
causal structures where none existed before, while allowing correspondences 
between relations to be formed with some consideration of what is known of the 
objects and relations in the target domain. a 

The approach to analogical reasoning and concept formation taken here paral- 

i 
lels Carbonell's work on analogical problem solving (Carbonell, 1983; see also 

, chap. 14 of this volume). Carbonell outlined a problem-solving process whose first 
j step was to be reminded of a solution to a similar problem. The process model he pro- 

posed then modified the components of the recalled plan to satisfy the needs of the 
t new problem using a set of operators that preserved, as much as possible, the tem- 

poral and logical goal/subgoal structure of the original solution. Both Carbonell's 
model and that of the author were strongly influenced by Schank's theory of human 
memory organization (Schank, 1982) and the effects of that organization on the pro- 
cesses of interpreting, planning, and learning about new situations. 

a 
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13.5 MAPPING TO NONIDENTICAL RELATIONS 

Gentner's model also claimed that all relations are mapped "identically" 
between analogous situations. Although this might be true in analogies between 
purely spatial descriptions of situations, including the standard geometric analogies 
discussed by Evans (1968), it is much too strong a claim in general. When analogies 
are formed between physically realizable situations and purely abstract ones, as in 
mathematics and computer programming, it is impossible to maintain the "identical 
predicate" mapping model.. 

Probably the most important thing implied by the analogy between boxes and 
variables is the fact that variables can "contain" things; that is, the relationship 
between a box and an object inside the box is, in some ways, similar to the relation- 
ship between a variable and the number associated with that variable. Yet it is not the 
physical properties of boxes that are preserved by this analogy. Variables don't have 
sides and a bottom that a contained object can rest on. The relations related by map- 
ping are similar primarily because of the actions and plans in which each is involved. 
One canpur things in boxes, and assignment provides a way to "put" numbers "in" 
variables as well. The principle function of the con<ainment relation for variables is 
its role in abstract plans like STORE-OBJECT. 

Students learning to program are generally aware that computers can manipu- 
late numbers and that the reason one learns to program is to be able to direct the com- 
puter's actions. This knowledge may be used to infer that the action of putting a 
number in a variable will be used in plans to manipulate numbers. Whether or not this 
inference occurs immediately, however, the fact that the analogy between boxes and 
variables relates physical objects to abstract concepts (numbers) suggests that the 
actual preconditions and side effects of assignment in the programming domain may 
be quite different from the conditions on placing objects in boxes. Although students 
only gradually discover how these situations differ, it is important that such differ- 
ences not invalidate the analogy entirely. In a computational inference system, this 
must be reflected in the predicates representing the relations in each domain. 

The problem from the standpoint of Gentner's model is that the relationship 
that is mapped from the "box world" to the "computer world" is exactly that ofphys- 
ical conrainmenr. When this relation is copied into the programming domain, the 
interpretation that results is that a number is physically INSIDE of a variable. Under 
normal circumstances, people learning to program may have no idea what computer 
variables are, but they should know that numbers are not physical objects and they 
should not expect that all the inferences involving the relation INSIDE will apply 
when numbers are placed "in" variables. 

This problem can be characterized as one of levels of absrracrion. Depending 
on how much is known about the objects in the target domain when the analogy is pre- 
sented, it may or may not be reasonable to map the most specific version of a relation 
from one domain to another. When mapping a relation identically leads to the viola- 

tion of a constraint on one of the slots in that relation, then the relation meant in the 
target domain must be one sharing some of the properties of the base-domain relation 
but not others. 

When an attempt to map a relation directly results in such a constraint viola- 
tion, CARL forms a virrual relalion in the target domain that is a "sibling" of the cor- 
responding base-domain relation or an ancestor at some higher level in the general- 
ization hierarchy of relational predicates. The constraints initially placed on the slots 
in virtual relations are determined primarily from the classes of the objects related in 
the target-domain examples presented. 

When CARL is given the box analogy, it finds that mapping objects to numbers 
violates a normal constraint on the INSIDE relation. Instead, CARL forms a new 

, predicate to relate variables and their "contents." This relation, hereafter called 
r INSIDE-VAR, is initially given the constraints that the "contents" slot be a number 
' and the "container" slot be a variable, based on the types of the objects in the accom- 
' panying example, "X = 5." Inferences are associated with this new relation as they 

are successfully mapped from the box domain, learned independently in the new 
domain, or inherited from other analogies. 

The final result of mapping the structure PUT-IN-BOX, describing the causal 
relations involved in putting an object in a container, looks roughly as shown in 
figure 13-6. Notice particularly that the PTRANS predicate indicating physical 
transfer was also replaced by the more general predicate TRANS (general state 
change) because the object "moved" in the target domain was not a physical object. 

Box Domain Programming Domain 

Template: 
PUT-IN-BOX PUT-IN-VAR 
role-variables: 
R-ACTOR (a HUMAN) PIV-ACTOR (a COMPUTER) 
R-BOX (a BOX) PIV-BOX (a VARIABLE) 
R-CONTENTS (a PHYSOBJ) PIV-CONTENTS (a NUMBER) 

actions : 
( PTRANS (TRANS 
actor R-ACTOR actor PIV-ACTOR 

, object R-OBJ object PTV-OBJ I 

' from (unknown) from (unknown) 
i to (INSIDE of R-BOX)) to (INSIDE-VAR of PIV-BOX)) 

1 preconditions : 
(#not* (INSIDE or R-BOX IS R-OBJ)) (*not* (INSIDE-VAR of PIV-BOX is PIV-OBJ)) 

(SMALLER than R-OBJ is R-BOX) - dropped - 

I results : (INSIDE of R-BOX is R-OBJ) (INSIDE-VAR of PIV-BOX is PIV-OBJ) 

Figure 13-6: Mapping a simplc causal structure. 
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13.6 OVERVIEW OF THE ANALOGY-MAPPING PROCESS 

In general, CARL develops simple causal or inferential structures in a target 
domain by retrieving structures in memory from a familiar domain and adapting 
them using a top-down mapping process that preserves the causal/temporal links 
explicitly specified in those structures. The predicates mapped are subject to trans- 
formation within their abstraction hierarchy, as described above. Subsequent use of 
an analogy may occur when new examples are presented for which no explanation 
can be found in the target domain or when problems are presented requiring the 
retrieval of plans or actions to achieve specific, analogically stated goals. The latter, 
in CARL'S subset of the programming domain, is generally a request for the genera- 
tion of an assignment statement satisfying some specific goals or constraints. 

In answering a question, CARL always looks first for memory structures in the 
domain it is learning about. If this fails, it tries known analogies. Thus subsequent 
access to base domains is always for the purpose of mapping new, related structures: 
related action situations or more detailed, contexr-specific versions of previously 
mapped structures that account for additional predications or results. 

The mapping process tries to form structures ip the target domain under the fol- 
lowing general constraints: 

Corresponding predicates must be of the same class (acfion, relation. plan step, 
plan, goal, and so on). 
Corresponding predicates in the target structure are related together by causal 
or temporal links corresponding to those in the base-domain structure. 
Corresponding case slots of analogically related predicates must consistently 
be filled by corresponding roles of the two structures related. 

CARL keeps a record called an AMAP detailing all of the object, role, and 
predicate correspondences developed. AMAPS are extended as needed to include 
new correspondences as they are found. 

Because the AMAP uses role correspondences as well as object class corre- 
spondences, the relationships between objects of two domains can actually change 
quite subtly when new problems are being handled. Several bugs in protocols 
observed by the author depend on this distinction. The question "How would you put 
one more in X?" has been answered with "X = 1" by a student, and the question 
"What is in Xafter you type 'X = 7' and then 'X = 6'?" has been answered, "13." 
These responses can be interpreted in terms of a variant of the box analogy, by which 
the number assigned to the variable corresponds to the number of objects placed in a 
box. Thus, for the first problem, "X = 1" simply places an object in a box that 
already contained some objects, causing it to contain "one more,'' while putting six 
objects in a box that contained seven others results in one with thirteen. 

These solutions can both be explained by an analogical correspondence 
between contents of boxes and contents of variables that maps a ser of objects to the 

cardinality of that set rather than mapping an object to a number. This is a slightly dif- 
ferent analogical mapping, though the same roles ("contents") of each base- and 
target-domain situations are being relared. Modeling these responses requires that 
the analogy formation process primarily relate objects in terms of their functional 
roles in specific situations and only secondarily determine how object features cor- 
respond. 

1 13.7 INCREMENTAL ANALOGICAL REASONING 

Even when analogies are based on simple actions, the specific inferences 
retrieved in support of new examples may vary considerably, depending on the con- 
text. For example, throwing a rock at a brick wall and throwing one at a glass wall are 
immediately known to have very different consequences. Although an analogy to a 

a thrown rock might imply indirectly that each of these alternate contexts had a corre- 
late in a target domain, in  practice each potential class of target domain situations 
must be explored. 

Extending analogies in this fashion is an error-prone process. In the protocols 
examined by the author, attempts to extend analogies to variant target-domain situa- 
tions occurred both when subjects were responding to presented problems and exam- 
ples and also when they were generating examples in independent attempts to find out 
more about what was possible in the programming domain. Perry displayed the latter 
behavior early in his first session when he began asking questions to find out what 
could go "inside" a variable. He asked whether it was possible to put one "box" in 
another. This is clearly a reasonable thing to do with real boxes, but it's impossible in 
BASIC. 

CARL extends analogies by mapping context-specific inferences like this one, 
but only when they form part of the interpretation of a presented example. In the com- 
puter dialogue shown in figure 13-4, CARL first tries using the box analogy to inter- 
pret "X = Y" in terms of the action "move one box into another." When this is cor- 
rected by the tutor's statement that the contents of Yare moved, CARL tries mapping 
a causal chain describing the transfer of an object from one container to another, 
much as Perry did in figure 13-3. 

Both of these hypotheses about statements like "X = Y" are generated after 
CARL'S initial application of the box analogy to the BASIC statement "X = 5." Each 
subsequent use of the analogy also involves the mapping of a causal description from 
the base to the target domain. Information saved in the AMAP from that earlier map- 
ping of the causal prototype "put an object in a box" is first used in a "reverse map- 
ping" process to construct a base-domain description of the new problem. This base- 
domain description is used to trigger the retrieval of a base-domain causal structure 
explaining it. The AMAP is then used again to map the new causal chain into the pro- 
gramming domain. This results in a model for "X = Y" containing the "bug" that 
the "moved" number is no longer in E 
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The memory organization and retrieval system used in CARL for knowledgeof 
simple action-based domains involving familiar objects is an extension of an object- 
based indexing system described by Lehnert (1978; Lehnert and Burstein, 1979) for 
natural language-processing tasks. So that CARL could also retrieve a variety of spe- 
cial case situations, its memory retrieval process was augmented using discrimina- 
tion networks based on the specification hierarchy model of episodic memory devel- 
oped by Lebowitz (1980) and Kolodner (1980). In addition, precondition and result 
indices were added so that actions and simple plans could also be retrieved in 
response to requests for the achievement of specific goals. Any or all of these forms 
of indexing may be used in finding a suitable structure to map. For familiar domains, 
the system assumes that a large set of fairly specific causal inference structures exists 
in memory at the beginning of the learning process. No attempt is currently being 
made to construct composite causal structures on the fly, although clearly that might 
be necessary with more complex analogies. 

Figure 13-7 shows part of CARL'S network of causal structures describing the 
effects of some simple actions involving containers. 

In the computer session shown in figure 13-4, a? initial mapping from the box 
domain was formed from the causal structure PUT-IN-BOX. Thereafter, specializa- 
tions of that structure were available for use when new examples were presented. In 
addition, once the new containment relation was formed for variables, expectations 
were established for the other "primitive" situations involving containers. Thus, 
from the fact that variables can "contain" numbers, CARL expected that they might 
also be "put in" or "removed." 

After considering a number of examples, CARL develops a similar network of 
causal structures in its target domain. Many of the structures formed by the mapping 
process contain erroneous inferences at first. These structures are "debugged" in the 
target domain, if possible, or replaced, depending on the nature of the correction sug- 
gested by the tutor. Once a structure describing some class of assignment statements 
has been debugged, corrections made to that structure propagate downward to any 
subsequently formed specializations of it. Thus, once there is a debugged prototype 
for statements like "X = 5," the fact that prior values of X are replaced rather than 
accumulated also applies to causal structures mapped when cases like "X = Y" are 
analyzed. The inheritance mechanism in CARL that handles this is active only when 
new structures are formed, so it was important in "teaching" CARL to show it these 

Situations with BOX as a CONTAINER: 

(PUT-IN-BOX OBJ-IN-BOX TAKE-FROM-BOX) 
/ 

TRANSFER-OBJ-BETWEEN-BOXES 
PUT-BOX-IN-BOX 

PUT-MORE-IN-BOX 
\ 

SWAP-OBJ-IN-BOXES 

Figure 13-2 Part of the specialization network for things "INSIDE" boxes 

bugs early on. This model seems to suggest at least one reason why it is best to keep 
initial analogical prototypes as simple as possible and to correct problems with them 
quickly. 

, CARL also develops parsing and generation rules for each class of assignment 
* statement successfully represented. These rules are developed during the final stage 
I of the analysis of each example. 

13.8 USING MULTIPLE ANALOGIES 
' CARL is often able to predict the effects of assignments better by using the sim- 
ilarity ofassignment statements to equalities than by using the box model. In general, 
the box model does not help much in interpreting statements containing arithmetic 
expressions. However, many assignment statements can be interpreted correctly if 
they are first considered as algebraic equalities, particularly if all of the variables 
appearing to the right of the equal sign have known values and the variable on the left 
has none. 

CARL first notices that algebra might be useful in learning about an assign- 
ment when it sees the "=" sign i n  statements like " X  = 5." As it  builds a new 
meaning for "=," it discovers this earlier definition in its dictionary. Reparsing 

I "X = 5" as an equality, CARL forms an interpretation with the conclusion that 
the value of the algebraic variable X is 5. However, because the statement is also a 
communicative act, the effect of the statement on the "BASIC computer" is to cause 
it to store a new fact, namely, that "the value of the variable X is 5." This interpre- 
tation thus depends both on the algebraic rule that statements of the form 
"variable = number" imply that the value of the variable is the specified number 
and on a partially formed analogical model of the computer as a humanlike inter- 
preter of facts and requests. 

It should be emphasized here that a causal/temporal element must be intro- 
duced when CARL moves from algebra to assignment. In algebra, variables do not 
have changeable values. However, for the algebraic and box models to be related to 
each other successfully, a comparable causal effect had to be found. For this reason, it 
was important that the algebra model be applied in conjunction with a model df the 
machine as an active agent or interpreter of statements. 

Since CARL represents the inference about X's value as occurring as a result of 
the statement being typed into a computer, it has a causal/temporal effect that can be 
related to an effect of the "physical" model of the same assignment statement devel- 
oped using the box analogy; that is, both interpretations of the statement cause an 
association to be formed between a variable and a value. By comparing these two 
descriptions of the causal effects of interpreting this one statement, CARL forms a 
mapping from the predicate VAR-VALUE in the algebra domain to the predicate 
INSIDE-VAR that it had previously constructed using another analogy. 

1 
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Once this analogical association is formed, CARL can interpret the effects of analogical models. The author has also argued that effective analogical mapping  for 
assignment statements involving arithmetic expressions by first parsing them as learning requires focusing On previously known abstractions in a base domain.  hi^ 
equalities, When it  does this during an attempt to determine the effect of an unfa- was found to be necessary in forming rules about assignment in CARL, both to limit 
miliar kind of assignment, it uses rules of algebra to determine the value of the vari- the reasoning required to create initial models of concepts i n  the new 
able on the left. The result is then mapped onto a causal structure describing that domain and to allow for incremental debugging of the many errors that can result 
effect on a corresponding programming variable. Structures from alternate analogies from the use Ofanalogies- The process described here is heavily teacher directed, but 
in this fashion may be used either to replace erroneous inferences developed using i tal lowsforfairl~ rapid development ofa working understanding of basic concepts i n  
other analogies or to model situations that had no direct counterparts in the other ana- new domain. 
logical domains. However, since the relationship between algebraic equalities and This chapter describes an attempt to model the learning of a common human 
assignments was based only on the discovery of similar causal effects, CARL'S repre- cognitive task, given the kinds of information that students often receive when 
sentation of the "storing action" in these new descriptions of classes of assign ing the same task. It also investigates a number of potential problems i n  prior 
is still based on the action model developed primarily from the box analogy and the modelsof analogical reasoning and their role in learning. There are several problems 
corrections made to it. The result is a "mixed" model, but one that enables CARLto that must be addressed more closely before the algorithms used in CARL can be 
interpret correctly assignment statements of the form "X = X + 1," which it could applied ins general machine learning system, even one operating in a at,,to- 
not do using any of its analogies independently. One ofthe most important and potentially useful of these is the 

The foregoing analysis depends on a causal model of actions involving objects of the ways that multiple analogies interact and contribute to the forma- 
like containers, rules of equality and arithmetic from algebra, and rules abo a target System. Analogical reasoning and hypothesis generation are 
and information processors that are used primarily in interacting with other sically error-prone PrOCeSSes, requiring continuous monitoring and debug- 
beings. Each contributes a piece to the puzzle. In karning about assignment, CARL ging. Because of this, effective analogical learning systems can benefit from the use 
makes only limited use of the third analogy. relating computers to humans as infoF ofm'Jlti~leanalogies. The ability of a system to make effective use of several analo- 
mation processors with an ability to communicate, manipulate numbe learning should reduce the number of detailed explanations and corrections 
rememberthings. However, the author has argued that this analogy does play e d t o b e s u ~ ~ l i e d  by a teacher. This alone would improve the viability ofthese 
relating knowledge of algebra to its causal model for assignment. This may explain 
why references to these last two analogies often appear together, both in textbooks 
and in informal dialogues like that shown in figure 13-2. 

The interactions among the three analogies used by CARL are rough1 
rized in figure 13-8. It should be noted that each analogy is represented an Programming Domain Algebra Domain 

several levels of description but that the functions served by the analogies 
different. The box model provides the initial causal model of the assignment domain. 
The algebra domain provides knowledge of numbers, the operations that can be pep 
formed on them, and the symbols for representing them. The human ~rocessormodel 
is active primarily at the planning level, providing reasons for many of the operatiom t 

part-plan 
that computers can perform and expectations that it will be capable of othe 
plays a role in early models of many of the computer commands, especially i n p u t d  (filler) 

output functions. For example, when Perry wanted to check the value of a 
result: IN-VAR(var.num) 

TIN-BOX(obj.box) PUT-IN-VAR(num.var)  EQUATE(^^^].^^^^) 
which he knew was done with the PRINT command, he would often say, "Let's result: VALUE-OF(var.num) 

him." 

described-by described-by 
13.9 CONCLUSIONS f 

"<vnr>  = <ntrtn> " 
f 

CARL illustrates how analogical learning in a new domain can be ac 
" < l'or > = < num > " 

plished by a of incremental analogical reasoning and the use of mu U-8: Interacrions among three analogies. 

a 
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