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Abstract 
This paper looks at the problem of learning from and responding to surprise during task 
performance by agents in complex unfamiliar environments. In particular, we describe an 
architecture and a brief demonstration of a cognitive agent driving a car in a simulated city street 
grid, in which unexpected obstacles are placed.  The agent is surprised by unexpected behavior of 
the car and its environment, and dynamically shifts, temporarily, to perform actions in terms of 
background safety goals even as it is learning how to behave appropriately to those unexpected 
conditions.  

1.  Introduction 
Software systems are built for particular environments and applications, and are notoriously 
brittle in facing circumstances for which they were not explicitly designed or trained. When such 
systems are embedded in physically autonomous or distributed systems, UXVs or systems that 
interlink multiple different organizations, and are faced with dynamic, open environments and 
situations they were never tested on, they demonstrate their brittleness in numerous ways.  For 
instance, a UAV might be programmed to perform reconnaissance tasks and be tested by flying 
solo over flat terrain but then be deployed in a mountainous setting where there are other UAVs 
in the same airspace. Autonomous cars may be tested on empty roads and then used in traffic.  
How do we ensure that such systems (a) maintain invariants, e.g., they do not run into each other 
or other unexpected obstacles, and (b) respond robustly to surprise or novel circumstances such as 
changes in maneuverability or control due to external factors?  Fundamentally, these systems do 
more than simply adapt in order to make progress toward a current or primary goal (e.g., 
Georgeff et al, 1985, Remmington et al, 2002). If evidence indicates that the agent’s actions are 
not having the expected effect, then continuing to select actions that its model says will produce 
those effects leads only to perserveration. The architecture must change to include mechanisms 
that recognize when expectations fail and react by coping with these disconnect.  In the short run 
this means considering safety goals, information gathering goals to aid in adapting and improving 
the agent’s own models and learning goals specifically aimed at changing action preconditions, 
procedures, and object or state characterizations as ways of improving its behaviors over the 
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longer term. Such applications would then act more reliably, continually supporting high-level 
goals in the face of unfolding execution, and adjusting gradually to new environments. Even 
systems that have learned reactive controllers suffer from these issues when the environments 
they are employed in differ from their training.  For such systems to succeed, they need to 
recognize and adapt to the unanticipated, that is, to surprise. They must also be capable of 
suspending their primary objectives in the face of such surprises, in order to maintain stability and 
safety invariants.  

 This paper briefly outlines an approach and abstract cognitive architecture for goal-directed 
task reasoning in environments where surprising or unexpected events will occur and must be 
handled. We illustrate our approach with an implementation of an agent using this architecture to 
handle a simulated driving task. The example shows how the agent reasons about suspending its 
primary goals to maintain safety using a behavior learned from previous surprises.  

1.1  Goals of this research 

Our overall objective has been to develop distributed autonomous systems that are more robust in 
response to surprising circumstances by providing each agent with a reflective software layer that 
maintains and updates models of the capabilities, goals and actions of the system itself, of others, 
and of the operating environment. By robust, we mean systems that, when encountering surprise, 
• Don’t fail the first time. Instead, they do something reasonable to allow them to keep on 

going while they reconsider their understanding of the world. 
• Aren’t surprised the second time. They have some memory of past events and can update 

their models so that previously surprising events are no longer outside the realm of 
possibility. 

• Perform better each successive time. They learn continuously, improving their models of 
self, and others, their ability to represent and predict changes in the environment, and to plan 
and select actions in pursuit of goals. 

 
Our technical approach rests on the use of a class of architectures that: 
• contains a learned world-model that provides continued prediction of the evolution of the 

world (both as a result of actions by the agent, and as the result of endogenous processes in 
the world) 

• utilizes these predictions as expectations, which are compared against observations to detect 
surprises (expectation violations that may signify incompleteness or error of the world 
model, and  

• reacts to surprise through rapid reflection that triggers reprioritization of goals, replanning, 
and control changes. 

Reliable software systems must be able to pursue goals and maintain policies even as they adapt 
in response to surprises. Our approach rests on the use of architectures that utilize reflection – 
diagnostic processes where one questions and tries to correct one’s interpretation of the world, 
one’s own behavior and capabilities – based on the detection of expectation violations - 
mismatches between predictions or assumptions and observations. In this paper we focus on how 
the system avoids major failure in the face of surprise. In particular, the system described in this 
paper makes use of a reflective control layer that manages self-diagnosis and adapts models and 
behavior under the time constraints imposed by the system’s ongoing operations. Specifically, 



 GOAL SUBSTITUTION IN RESPONSE TO SURPRISES  

3 

this layer manages learning (model update) goals and safety/survival goals along-side task 
performance goals.  
 
: 
• Surprise Modeling. Surprise stems from expectations that have been violated in any of 

several ways. (e.g. [Horvitz et al, 2005, Shapiro et al, 2004] 
o Situations may be sufficiently uncertain or variable that they cannot be planned for.  
o Events may be considered to be impossible in that they contradict some internally 

modeled assumptions about the environment.  
o Events may be considered possible in general, but not predicted in specific 

circumstances because key indicators were not known or were not detected.  
• Assumption representation and re-evaluation. In responding to surprises, the underlying 

cause for the expectation failure must be identified and corrected. To that end, the agent must 
reconsider its representation of assumptions about its environment, the reliability of its own 
behavior, and its expected impact on the environment given its actions.  These assumptions 
must be systematically questioned and expanded to explain anomalous observations.  

• Memory-driven Expectation Monitoring. In addition to general operating assumptions, these 
systems must develop expectations of specific operational contexts in order to be surprised. 
Agents must develop (learn) predictive experience-based memory models that enable it to 
have expectations with variable certainty in different contexts.  Such models must 
characterize the capabilities of the agent itself, as well as its interactions with the environment 
and other agents. 

Figure 1 shows, abstractly, the main control loop and reflective control loops that we envision 
managing the process of acting in the world, and the process of reflecting on our expectations 
about that world by comparing effects to intended (∆C or change in control) and expected (∆M or 
change in model) states while simultaneously reflecting on how accurately those expectations are 
met and what that implies for its model of the world, and the likely success of its plans. The 
reflective, cognitive control loop reacts to differences between observations and predictions (∆M) 
or expectations that it has generated based on its model of the actions it is performing. This loop 
is responsible for revising both the internal world model (predictors of the effects of its own 
actions and processes) and its plans for achieving goals. This model also includes what it knows 
about change processes operating in the world it is observing.  When differences arise due to 
observations of outcomes, it must evaluate whether these differences are likely or unlikely. When 
the agent’s actions are control changes, the differences it considers include changes in rates, not 
just positions.  Statistically significant differences require a decision whether to simply replan or 
to also change its models of how the world reacts to its actions, and, conversely, of the 
preconditions for actions necessary in order to get a particular outcome. Model changes include 
changes to the likelihood of discrete or qualitative effects of actions, including attentive actions, 
as well as to the state of the agent’s own effectors. They can also include the statistical ranges on 
quantitative effects. Model changes are context dependent, as we see in the case in the driving 
domain, discussed below, where applying brakes or turning the wheel does not have the usually 
predicted effect when the car is on ice. Alternate model changes and explanations for them must 
be considered, such as that could be that the brakes don’t work when the car is on ice, or that the 
breaks are themselves suddenly broken. Occam’s razor must be used to resolve these ambiguities. 
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2.  Sample Scenario 
Consider an automated driver that knows the rudiments of driving a car in controlled test 

environments. It has enough knowledge to expect generally unobstructed well-paved roads, to  
know how to plan routes and follow directions to move through the streets, stay in lanes and 
follow other rules of the road, such as obeying traffic signals and signs. It also has rules 
associated with its and other’s safety, such as knowing to slow down and stop if it’s path is 
blocked, go around minor obstacles within its path and keeping a safe distance from cars ahead of 
it.  Though it didn’t exist when we first considered this task, Google’s driverless car now does 
reasonably well at these things. However, someone must still sit there ready to react to things that 
it cannot deal with, including such things as construction cones, human traffic directors, and 
pedestrians that come out from behind stopped vehicles ahead.  

If such systems are to be able to gradually gain reliability in more realistic urban driving 
situations, they must learn from experience but also have the ability to reason about the 
expectations from prior knowledge and advice they were given to explain how new situations 
violated those expectations. Recognizing expectation failures (surprises) and using reflective 
reasoning (about potential flaws in its own behavior, knowledge, model of how the world works) 
to recover and learn from these surprises, should help them improve by being less surprised over 
time, even though the events themselves are rare.  

Figure 2 shows our realization of the general COGENT (Cognitive Agent) architecture for 
our simplified driver agent operating in simulation. The simulated cars move forward an 
incremental amount based on their speed and direction at each tick, and the environmental 
controller makes observations and generated reactions at each step based on its observations and 
plans.  The cognitive controller acts in response to differences between the predicted incremental 
effects of actions and the observed ones.  When the cognitive controller is turned on, we refer to 

Figure 1: General COGENT Architecture 
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this as ‘reflective mode’ for the simulation.  When prediction failures implicate the actions that 
the agent would use to replan for its current goal, safety goals are made primary instead.  

Figure 3 shows several screen shots of the simulation in action, with and without the results 
of reflective control. The simulation environment was developed based on a simulation model 
provided by Pat Langley and described in (Choi et al, 2004). In the non-reflective case, when the 
driver begins a turn and detects loss of traction, it responds by turning the wheel more, the normal 
goal-driven course adjustment loop. The result is it crashes into the building on the far corner. 
When reflection is turned on, and loss of traction is detected, the foreground goal of navigating 
the route path is suspended temporarily, and the background safety goals of regaining control and 
crash avoidance are switched to the foreground. When the safety goals are primary, a set of 
policies for avoiding crashes is used to control the vehicle. Though the agent had not categorized 
the ice as a threat to control, it now recognizes control loss and uses rules to steer in the direction 
of movement and apply braking until control is regained.  When the reflective driver does this, it 
misses the turn, but passes beyond the ice and stops, avoiding crashing.  Once traction is restored, 
the reflective agent resumes its normal goals and the safety goals are pushed into the background. 
Now the driver realizes it has passed the intersection, and must compute a new path to get to the 
higher goal of arriving at its destination. Figure 4a and 4b shows these steps.   

The other result of surprise is model repair. In this case, a search for differences between the 
state of the environment when control is maintained, and the current case of control loss, in order 
to explain the difference.  Classifying the observed ice as the distinguished new element of the 
driving situation enables the reflective agent to add a new case to its model of road hazards, so 
that a subsequent encounter with a patch of ice causes the agent to go around the ice, rather than 
over it. (Figure 4c).  

Figure 2: Simulated Driving Agent Architecture 
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Figure 3: Simulated reaction to hitting ice patch. 
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3.  Discussion 
Though not previously published, the bulk of this work was done in 2004-2006. Our main 

research focus was on developing a framework for autonomous learning and adaptation in open 
environments where unexpected or surprising events, effects, or objects could impact the agent’s 
goals, its model of itself, its environment, and its expected impact on that world. In this regard we 
are very much aligned with the work described in (Molineaux et al, 2011, Klenk et al 2013) and 
our architecture looks very similar to theirs. Due to the nature of the driving simulation we used 
as a motivating illustration, we were more concerned with particular kinds of expectation 
violation in continuous processes than with discrete, symbolic differences. For the driver, the 
presence of an unknown object (ice) plus the unexpected rate of change in speed and direction 
compared to change in controls was a primary issue. We also used a very simple model of 
foreground and background goals, and did not address the subtleties of reasoning about the 
quality of the various explanations of the observed explanation failure that could impact the 
choice of plans for safe recovery. Our learning was limited to reclassification of the 
environmental conditions impacting the operators used in the task, based on an identification of 
the novel features in that environment.  

While there are many things that can trigger the reflective reasoning that causes shifts in goal 
priorities, surprise is a particularly interesting source of these responses. Although surprise is 
often linked solely with the expectation violations from unusual or low-probability events, in 
open worlds, it may also come from an inability to classify or explain objects or events of 
unknown types, or in unexpected contexts. We must also consider the impact on goal shifting of 
such things as the discovery of contradictory evidence from different sensors, and or failures in 
prediction due to incomplete knowledge of the world.  

Our model is based heavily on the notion of reacting to and learning from expectation failures 
(Schank, 1982) and on the creation of internal learning goals (Hunter, 1989; Ram and Leake, 
1995) when expectations are violated. Although our example illustrates the elevation of safety 
goals, in open environments surprises can be both negative and positive.  Autonomous agents 
must have multiple goals, not all of which are active at all times. Surprises can include 
unexpected goal achievements and unexpected discovery of useful objects for goals that were 
temporarily suspended, or were associated with persistent interests or needs of the agent (food, 
fuel, relevant information). Reasoning to elevate and shift to serendipitous goals can occur in a 
fashion very similar to the activation of the safety goal in the example presented above. Surprise 
can also lead to learning goals for exploration and experimentation in service of knowledge 
gathering.   

Other kinds of goal failures (especially knowledge failures) can result in shifts to plans for 
knowledge gathering.  When the agent assumed that she had enough information to pursue the 
original goal, these too look very much like responses to ‘surprise’.  

Of course, not all goal shifts are due to surprise.  In our highly multi-tasked electronically 
supported society, interruption is probably the number-one source of new goals and incomplete 
goals.  If agents are working in a social setting with other agents, especially where cooperation is 
required, then reasoning about suspension of ones own goals to interact with and potentially 
address the needs of another agent is an important category of goal reasoning unrelated to 
surprise. Early work on agent teams such as (Tambe, 1997) illustrated this point, though without 
explicit goal shifts.   
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